
	  

RTTH	  2013,	  Summer	  School.	  Vigo,	  Spain	  
Speaker	  Recognition	  Tutorial.	  	  

Javier	  Gonzalez-‐Domínguez,	  Javier	  Franco,	  Joaquín	  González-‐Rodriguez.	  	  
ATVS	  Biometric	  Recognition	  Group.	  Universidad	  Autónoma	  de	  Madrid	  

PRACTICAL	  EXERCICES	  	  



Speaker	  Recognition	  Tutorial.	  Practical	  Exercises.	  

RTTH	  2013	  Summer	  School.	  Vigo,	  Spain.	  	   03/07/2013	  

	  
PART I: i-vector Extraction, the Total Variability framework 
 
Total Variability [3] represents a step further on the use of Joint Factor 
Analysis [1] [2] where a single subspace is trained to jointly model both 
session and speaker variability. This subspace, the so-called total 
variability subspace, T, aims to constraint in a low dimensional space 
both the session and the speaker variability. Mathematically, this 
generative latent variable model can be formulated as 
 

!! = !!"# + !"  
 
where !! and !!"#   are the speaker and the Universal Background Model 
(UBM) model supervector respectively, T is the total variability matrix 
and w are the latent factors of the model, also called total vectors or i-
vectors. 
 
Computing the sufficient statistics 
 
Total factors can be defined by its posterior distribution conditioned to 
the Baum-Welch statistics for a given utterance [1], which are extracted 
using the UBM. This posterior distribution is a Gaussian distribution and 
the mean of this distribution corresponds to the i-vector. Given a 
sequence of L frames {y1,y2,…,yL} and a UBM λ composed of C mixture 
components defined in some feature space of dimension D, the zero- and 
first-order Baum-Welch statistics (Nc and Fc, respectively) needed to 
estimate the i-vector for a given speech utterance u are obtained by 
 

!! = !(!|!! , !)
!

!!!

 

!! = ! ! !! , !
!

!!!

!! 

 
where c=1,…,C is the Gaussian index and P(c|yt,λ) corresponds to the 
posterior probability of mixture component c generating the vector yt 
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However, in order to estimate the i-vector, we need to compute the 
centralized first-order Baum-Welch statistics based on the UBM mean 
mixture components: 

!! = ! ! !! , !
!

!!!

(!! −!!) 

 
where mc is the mean of the UBM mixture component c. 
 
Exercise 1. Computing sufficient statistics 
 
1.1 Complete the Matlab function “computeSufStats.m” to 

update the zero-order and centralized first-order 
Baum-Welch statistics, for a given set of features 
and a UBM, following the indicated steps. 

Note: “for” nested loops are very slow in Matlab, so 
a bit optimized version is needed in order to 
compute the sufficient statistics efficiently. One 
way of doing this is to compute the posterior 
probabilities for all mixture components in one go 
(see the function header), taking advantage of 
Matlab skills with matrix computations. You can use 
the “auxGaussianDensities.m” function provided, or 
try to implement it by yourself (see 1.2). In this 
latter case, don’t look inside 
“auxGaussianDensities.m”! 

1.2 (Optional) Given the header in function 
“gaussianDensities.m”, implement the vectorized 
version of the multivariate Gaussian density 
function needed to compute the posterior 
probabilities for all mixture components in one go. 

Note: for a multivariate Gaussian, both its mean and 
its (diagonal) covariance are vectors itself, so the 
vectorized implementation should work with matrices 
(vectors of vectors). 
 

Use the Matlab script “ivectorExtraction.m” in order to 
check the correctness of your implementations. The script 
will load some a set of feature vectors and a UBM and run 
the function “computeSufStats.m” on this data, prompting 
the errors encountered (if any). The script will pause 
after that in order you can stop it if Exercise 2 is not 
completed yet. 
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Obtaining the i-vector 
 
The i-vector w for a given utterance u can be obtained using the following 
equation [1]: 

! = ! + !!Σ!!! ! ! !!!!Σ!!!(!) 
where N(u) is defined as a diagonal matrix of dimension CD x CD whose 
diagonal blocks are NcI (c=1,…,C), F(u) is a supervector of dimension 
CD x 1 obtained concatenating all centralized first-order Baum-Welch 
statistics for the given utterance u, and Σ is a diagonal covariance matrix 
of dimension CD x CD estimated during factor analysis [2] that models 
the residual variability not captured by the total variability matrix T. 
 
 
Exercise 2. Computing the total factors 
Given the header of the Matlab function 
“computeTotalFactors.m”, implement the equation for 
computing the total factors, or i-vector, given the 
sufficient statistics and a total variability matrix. 
Note: a simplified version of the i-vector extraction can 
be used, where the residual variability Σ is not taken 
into account, supposing that all the variability is 
captured by the total variability matrix. This version 
should be implemented for this exercise, resulting in the 
following equation 

! = ! + !!! ! ! !!!!!(!) 
Use the Matlab script “ivectorExtraction.m” in order to 
check the correctness of your implementation. The script 
will run the first exercise (pulse the space bar after it 
pauses) and then load a total variability matrix in order 
to run the function “computeTotalFactors.m”, prompting 
the errors encountered (if any). Note that results from 
Exercise 1 (sufficient statistics) are used as inputs for 
Exercise 2, so be sure Exercise 1 is properly completed 
before you continue with Exercise 2. Otherwise, you can 
comment the line in “ivectorExtraction.m” where 
“computeSufStats.m” is called, and add the following two: 
load ../data/N.mat; 
load ../data/F.mat; 
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PART II: Disentangling Speaker and Inter-session Variability 
 
Since T constrains all the variability, speaker and session, and it is shared 
for all the speakers models/excerpts, the i-vectors, w, can be considered 
enough to represent the set of differences between one excerpt to each 
other. Now, the disentangling phase between the speaker information and 
non-desired information can be accomplished at the i-vectors domain. 
This phase is typically carried out via classical Linear Discriminant 
Analysis (LDA) and Within Class Covariance Normalization (WCCN) 
[8]. 
 
The use of those techniques is now guaranteed as the dimensional 
reduction performed allows obtaining a non-singular within-class 
covariance matrix. 
 
Exercise 1. Applying Linear Discriminant Analysis (LDA) 
 
1.1 Given the Matlab function “lda.m”, train a Linear 

Discriminant Analysis matrix through development i-
vectors. For this exercise, just 300 dimensions 
should be kept. 
 

1.2 Using the high-dimensional data visualization tool 
provided, T-SNE, plot both the example set i-vectors 
and their corresponding projected lda i-vectors. 

 
>> load ‘../data/W_dev_examples’ 
>> load ‘../lists/	  classes_dev_examples’  
>>  tsne(W_dev_examples', classes_dev_examples', 3); 
 
Note: Even though i-vectors are much less separable in such a low-
dimensional spaces, (2 or 3 dimensions) you should be able to find some 
examples where the effect of LDA can be observed, as in the next two 
figures 
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Figure 1: T-SNE projection of several (5) i-vectors belonging to 2 
different speakers 

 
Figure 2: T-SNE projection of several (5) LDA i-vectors belonging to 2 
different speakers 
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Finally, in order to obtain a score, a straightforward cosine distance 
between the i-vector coming from the speaker modeling w1 and a test 
excerpt i-vector w2 is computed as 
 

!!!,!! =   
!!!!

!!!!! !!!!!
 

 
Exercise 2. Dot-product Scoring 
 
2.1 Given a set of trials belonging to a verification 
task, complete the run_dot_scoring.m function to obtain 
the corresponding scores. 
 

 
 
 

%******************************************************** 
% [scores] = run_dot_scoring(W_train, W_test, trials) 
% 
% Get equal error rate and plot DET curve given 
% a set of scores and keys 
%        
% 
%   Inputs: 
%       W_train  - N-Features x N-Models;  
%                  i-vectors from models.  
%       W_test   - N-Features x N-Tests;  
%                  i-vectors from tests segments.  
%      trials   - N-trials x 2;  
%       e.g row “12 15”,means %facing test  
%                  15 vs model 12 (orders are respected  
%                  W_train and W_test matrices. 
%   Outputs: 
%       scores   - N-trials x 1;  
%       column vector of scores  
%       for every trial  
%******************************************************** 
 
function [scores] = run_dot_scoring(W_train, W_test, trials) 
  
scores = zeros(size(trials,1), 1); 
  

%Put your code here 
  
end 
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2.2 Modify the dot-scoring product function to take into 
account the trained LDA matrix. New prototype must 
include a new input argument named A_LDA.  

 
New scoring formula should response to the following 
equation rather than eq PONER NUMERO 
 

!!!,!! =   
(!!!!)(!!!!)

!!!! !(!!!!) !!!! !(!!!!)
 

 
2.3 Using the provided function analyzeResults.m, compare 
the performance before and after applying LDA to train 
and test i-vectors. 
 
A right implementation of above exercises should lead to 
following DET curves after invoking 
 
>> EER = analyzeResults([scores,scores_lda],keys, 
char('NO-LDA','LDA')) 
>> 
EER = 
 
    3.9920 
    3.5928 
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After LDA, other commonly used technique to yield a better-disentangled 
i-vector is WCCN (within Class Covariance Normalization) [REF].   
 
Exercise 3 (optional). Within Class Covariance 
Normalization (WCCN) 
 
3.1 Implement WCCN 
 
3.2 Modify the dot-scoring product function to take into 
account the WCCN matrix. New prototype must include a new 
input argument named WCCN_matrix. 
 
3.2 Using the provided function analyzeResults.m, compare 
the performance before and after applying LDA and WCCN to 
both train and test i-vectors. 
 
  
Probabilistic Linear Discriminant Analysis  
 
As stated in the above section, the total variability framework has the 
main advantage of reducing a given speech utterance to a low-
dimensional fixed length representation: the i-vector. From this point, i-
vectors can be directly used for classification opening the door to 
classical methods such as Linear Discriminant Analysis (LDA) to 
accomplish the disentangling phase between speaker and session 
variability. 
 
Probabilistic Linear Discriminant analysis (PLDA) is a generative latent 
variable model that has been recently used to successfully modeling i-
vectors [4]. PLDA can be seen as a probabilistic version of classical LDA 
[9], where a specific i-vector i of a given speaker s is assumed to be 
decomposed as 
 

!!" =   ! +   !ℎ! + !!! + ! 
 
where F and G represents the new speaker and session variability 
subspaces respectively, ℎ!  and !!  their respective latent variables 
associated and ! is a residual noisy term assumed to be normal distributed 
with zero mean and diagonal covariance matrix Σ. Figure 1 shows the 
PLDA probabilistic graphical model. 
 
From above equation 3 the analogy between classical stated JFA and 
PLDA modeling approaches turns out evident. Nonetheless, two mayor 
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important differences, in the context of speaker verification, must be 
taken into account 
 
–  JFA acts over speaker supervectors (high-dimensionality) while PLDA 
acts over i-vectors (low-dimensionality). 
 
– JFA assumes speaker supervectors as generated by a mixture of 
multivariate Gaussians, while PLDA assumes i-vectors generated by a 
single multivariate Gaussian. 
 
Following the PLDA model the similarity measure or score 
!!!,!!   between two given i-vectors, w1 and w2, can be computed as the 
ratio of the two alternative hypothesis: H0, both w1 and w2 belongs to a 
same identity (same ℎ!) and 
 
H1, w1 and w2 belong to different identities (different ℎ!). This ratio can 
be expressed as 
 

!!!,!! =   
! !!,!!|!!

! !! !! ! !! !!
=

∫ ! !!,!!|ℎ !(ℎ)!ℎ
∫ ! !! ℎ! ! ℎ! !ℎ!∫ ! !! ℎ! ! ℎ! !ℎ!

 

 
Assuming Gaussian priors for the latent variables in the model, it can be 
seen that integrals involved in above equation 4 turn out tractable and 
therefore the score, !!!,!! , can be easily derived in a closed-form 
solution. Further details can be found in [9] [10]. 
 
Exercise 4. Applying Probabilistic Linear Discriminant 
Analysis 
 
4.1 Training PLDA. Using the provided function 
train_PLDA_model.m, train a PLDA model with NF = 100 and 
NG = 150. For the time being, use 10 EM iterations.   
 
4.2 PLDA Scoring  
 
4.3 Using the provided function analyzeResults.m, compare 
the performance before and after applying PLDA. 
 
A right implementation of above exercises should lead to 
following DET curves after invoking 
 
>> EER = analyzeResults([scores,scores_lda, 
scores_PLDA],keys, char('NO-LDA','LDA', 'PLDA')) 
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>> 
 
EER = 
 
    3.9920 
    3.5928 
    2.5948 
 

 
 
 
Exercise 5 (optional). Find your best PLDA configuration! 

 
5.1 Modifying F, G subspaces dimensions and/or EM 
iterations, find the best configuration for your task 
(best EER/DCF) 
 
Optional exercises. 
 
Following suggested unguided exercises could definitely contribute to 
improve your system. Try them! 
 
Symmetric normalization (S-norm) [8].  
 
i-vectors Length Normalization [7].  
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AUXILIAR CODE 
 
PLDA code:  
 
Available for academic purposes on: 
 
http://web4.cs.ucl.ac.uk/research/vis/pvl/index.php?option=com_content
&view=article&id=108:plda-source-
code&catid=49:downloads&Itemid=62 
 
S. Prince, P. Li, Y. Fu, U. Mohammed, and J. H. Elder, “Probabilistic models 
for inference about identity.” IEEE Trans. Pattern Anal. Mach. Intell., vol. 34, 
no. 1, pp. 144–157, 2012. 
 
 
T-SNE (t-stochastic neighbor embedding): 
 
Available for academic purposes on: 
 
http://homepage.tudelft.nl/19j49/t-SNE.html 
 
L.J.P. van der Maaten and G.E. Hinton. Visualizing High-Dimensional Data 
Using t-SNE. Journal of Machine Learning Research 9(Nov):2579-2605, 
2008. 
 


