
The Albayzin 2010 Language Recognition Evaluation Plan

(Albayzin 2010 LRE)

1 Introduction

The Albayzin 2010 Evaluation of Language Recognition
Systems (Albayzin 2010 LRE), supported and organized
by the Spanish Network on Speech Technology1, aims
to promote creativity, discussion and collaboration be-
tween research groups (specially from Spain and Portu-
gal, though worldwide participation is welcome) working
on automatic language identification and verification,
to explore the limits of state-of-the-art technology and
eventually to foster research progress and technological
developments in this area.

Regarding the task, test conditions and performance
measures, the Albayzin 2010 LRE is defined in almost
the same terms as NIST Language Recognition Eval-
uations2. The set of target languages includes Span-
ish, Catalan, Basque, Galician, Portuguese and English.
Speech data are extracted from multi-speaker TV broad-
cast recordings. This is a relevant difference with re-
gard to NIST evaluations, whose data are extracted from
telephone-channel two-speaker conversations.

Test conditions are almost identical to those applied
in the previous Albayzin 2008 LRE [1], with three im-
portant changes:

• Portuguese and English are added as target lan-
guages,

• The so-called restricted development condition is
not considered anymore, and

• a new test condition involving noisy and/or over-
lapped speech is considered.

The test condition used to decide the best system
award will consist of closed-set trials on 30-second clean-
speech segments (i.e. high SNR signals including non-
overlapped speech in a single language, from one or more
speakers).

2 The language detection task

The language detection task is defined in the same terms
as for NIST evaluations [2]: given a segment of speech
and a language of interest (target language), determine
whether or not that language is spoken in the segment,
based on an automated analysis of the data contained
in the segment. Performance is computed by presenting

1 Web (in Spanish): http://lorien.die.upm.es/∼lapiz/rtth/
2 http://www.nist.gov/speech/tests/lre/

the system a set of trials and comparing system decisions
with the right ones (stored in a keyfile).

Each trial comprises the following elements:

• a segment of audio containing speech in a single
language,

• the identity of the target language of interest, and

• the identities of the languages that might be spo-
ken in the segment (which we will call non-target
languages).

For each trial, the system must output:

• a hard decision (yes/no) about whether or not the
target language is spoken in the segment, and

• a score indicating how likely is for the system that
the target language is spoken in the segment, the
higher the score the greater the confidence that the
segment contains the target language.

Participants may optionally state that their scores can
be interpreted as log-likelihood ratios, in order to com-
pute the alternative performance measure CLLR defined
in Section 4.2.

3 Test conditions

3.1 Closed-set vs. open-set verification

Depending on the restrictions imposed to the set lan-
guages that might be spoken in the segment, two types
of verification tests are defined:

• In closed-set verification, the set of trials is limited
to segments containing speech in one of the target
languages, and scores are computed based on those
trials. This means that, for each trial, non-target
languages are limited to all the target languages
except for the target language of interest in that
trial.

• In open-set verification, scores are computed based
on the whole set of trials, including those corre-
sponding to segments containing speech in an un-
known language. This means that, for each trial,
non-target languages are all the possible languages
except for the target language of interest in that
trial.
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This way, systems could be designed specifically or
optimized for closed-set or open-set verification, and re-
search groups could submit separate results for each con-
dition. As we explain in Section 5, whereas the train-
ing set will not provide data for unknown languages,
both the development and evaluation sets will include
segments in unknown languages (with different distri-
butions). The set of unknown languages will not be
disclosed to participants.

3.2 Clean vs. noisy speech

The development and evaluation datasets will consist of
two subsets:

• clean segments, featuring high SNR speech signals,
maybe with short fragments of noisy and/or over-
lapped speech, and

• noisy segments, featuring noisy and/or overlapped
speech (in a single language), maybe with short
fragments of clean speech.

The subset of noisy segments might contain differ-
ent and variable types of noise: street, music, cocktail
party, laughs, clapping, etc. Telephone-channel speech
signals will not be used in any case. Segments contain-
ing overlapped speech will be extracted from informal
debates in late night shows, magazines, etc. which, on
the other hand, might feature clean-channel and quiet-
background (studio) conditions. As noted above, each
segment will contain speech in a single language, which
also applies to overlaps and fragments with background
speech.3

This condition has been introduced with two objec-
tives:

• to measure the performance of language verification
systems designed to deal with clean speech, when
dealing with noisy and/or overlapped speech, and

• to measure the performance of language verifica-
tion systems specifically designed to deal with noisy
and/or overlapped speech.

To help modeling noisy/overlapped speech, the train
dataset provided for this evaluation will contain a cer-
tain amount of noisy/overlapped speech for each target
language.

3.3 Duration of speech segments

With the aim to measure performance as a function of
the available amount of speech, the development and
evaluation sets will be each divided into three subsets,
containing segments of three nominal durations: 30, 10
and 3 seconds, respectively. Segments will be defined
to begin and end at times of non-speech as determined
by an automatic speech activity detection algorithm.

3 There is an exception to this rule: segments in unknown lan-
guages might contain speech in two or more languages, provided
that none of them are target languages.

So, actual segment durations could be slightly longer
(but not shorter) than nominal durations. Note that
each segment is extracted from an original TV broad-
cast recording, containing speech in a single language
(from one or more speakers) mixed with fragments of
non-speech (silence or background noise), so the actual
amount of speech will be smaller than segment dura-
tion. Nominal segment durations will not be disclosed
to participants.

3.4 Primary vs. contrastive systems

Attending to the type of verification test (closed-set vs.
open-set) and the type of speech (clean vs. noisy) for
which the system has been designed, four test conditions
are defined:

• open-set / clean-speech (briefly, OC)

• open-set / noisy-speech (briefly, ON)

• closed-set / clean-speech (briefly, CC)

• closed-set / noisy-speech (briefly, CN)

The CC test condition is mandatory, so participants
must submit at least one complete set of detection re-
sults for that condition. A complete set of results com-
prises the detection outputs yielded by a given system
for all trials. Since each trial is uniquely defined by a
test segment and a target language, the number of trials
is N × L, where N is the number of test segments and
L is the number of target languages. The OC, ON and
CN test conditions are optional.

Participants can submit multiple sets of detection re-
sults (each corresponding to a different system) for each
test condition, but they are required to specify one of
them as primary system, the remaining being contrastive
systems. To determine the ranking in each test condi-
tion, only primary systems will be taken into account,
though all the submitted systems will be evaluated and
presented in tables and graphs. Given a test condition,
trials corresponding to each duration will be scored sepa-
rately, resulting in 12 possible scorings (4 test conditions
× 3 durations).

4 Performance measures

The language recognition task defined in this evaluation
considers two types of errors: (1) misses, those for which
the correct answer is yes but the system says no; and
(2) false alarms, those for which the correct answer is
no but the system says yes. Therefore, for any test con-
dition the corresponding error rates can be computed
as the fraction of target trials that are rejected (miss
rate, Pmiss) and the fraction of impostor trials that are
accepted (false alarm rate, Pfa), and suitable cost func-
tions can be defined as combinations of these basic error
rates.
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4.1 Average cost across target languages

Let assume that there are L target languages. Let
Pmiss(i) be the miss rate computed on trials correspond-
ing to target language i (i ∈ [1, L]), and Pfa(i, j) the
false alarm rate computed on trials corresponding to
other language j (the index 0 representing unknown lan-
guages), that is, the fraction of trials corresponding to
language j that are erroneously accepted as containing
language i. The pairwise cost C(i, j) is defined as fol-
lows:

C(i, j) = Cmiss · Ptarget · Pmiss(i) +

Cfa · (1− Ptarget) · Pfa(i, j) (1)

The cost model depends on three application parame-
ters: Cmiss, Cfa and Ptarget. For this evaluation, the
same values used in the Albayzin 2008 LRE (which are
also the same used in NIST 2007 and 2009 LRE) are
applied:

Cmiss = Cfa = 1
Ptarget = 0.5

Finally, an average cost is defined by adding the con-
tributions for all the combinations of target and non-
target languages, as follows:

Cavg =
1

L

L
∑

i=1

{Cmiss · Ptarget · Pmiss(i)

+

L
∑

j=1

j 6=i

Cfa · Pnon−target · Pfa(i, j)

+ Cfa · POOS · Pfa(i, 0)} (2)

where Pnon−target is the prior probability of non-target
languages (assuming for them a uniform distribution)
and POOS the prior probability of unknown (Out-Of-
Set) languages. In this evaluation, the following values
are applied:

POOS =

{

0.0 closed-set condition
0.2 open-set condition

Pnon−target =
1− Ptarget − POOS

L− 1

The average cost Cavg is computed separately for each
of the four test conditions and for each of the three seg-
ment duration categories, and serves as the main system
performance measure in this evaluation.

4.2 Log-Likelihood Ratio (LLR) average
cost

As noted above, sites may optionally specify that their
scores can be interpreted as log-likelihood ratios. In
such cases, detection results will be also evaluated in
terms of the so called CLLR [3], which is used as an
alternative performance measure in NIST evaluations.
CLLR shows two important features: (1) it allows us
to evaluate system performance globally by means of a

single numerical value; and (2) it does not depend on
application costs.

Let LR(X, i) be the likelihood ratio corresponding to
segment X and target language i. The likelihood ratio
can be expressed in terms of the conditional probabilities
of X with regard to the alternative target and non-target
hypotheses, as follows:

LR(X, i) =
prob(X|i)

prob(X|¬i)
(3)

Let consider an evaluation set E, consisting of the
union of L + 1 disjoint subsets: Ej (j ∈ [1, L]) con-
taining segments in the target language j, and E0 con-
taining segments in unknown languages. Pairwise costs
CLLR(i, j), for i ∈ [1, L] and j ∈ [0, L], are defined as
follows:

CLLR(i, j) =







1

|Ei|

∑

X∈Ei

log
2
(1 + LR(X, i)−1) j = i

1

|Ej |

∑

X∈Ej

log
2
(1 + LR(X, i)) j 6= i

(4)

Finally, the average cost CLLR is computed by adding
the pairwise costs for all the combinations of target and
non-target (including Out-Of-Set) languages, as follows:

CLLR =
1

L

L
∑

i=1

{Ptarget · CLLR(i, i)

+

L
∑

j=1

j 6=i

Pnon−target · CLLR(i, j)

+ POOS · CLLR(i, 0)} (5)

The cost function CLLR returns an unbounded non-
negative value which can be interpreted as information
bits, with lower values representing better performance,
the value 0 corresponding to a perfect system and the
value log

2
(L) corresponding to a system which just relies

on (uniform) priors, thus providing no information to
decide a trial. Further details about the reasons for
using and the interpretation of CLLR can be found in
[3, 4].

4.3 Graphical evaluation: DET curves

Detection Error Tradeoff (DET) curves [5] provide a
straightforward way of comparing global performance
of different systems for a given test condition. A DET
curve is generated by computing Pmiss and Pfa for a
wide range of operation points (thresholds), based on
the scores yielded by the analyzed system for a given
test set. Besides Cavg and CLLR, DET curves are used in
NIST evaluations to support system performance com-
parisons. In this evaluation, NIST software [6] will be
used to generate DET curves, including marks for the
operation point given by system decisions and the oper-
ation point corresponding to the minimum Cavg.
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5 Data

In the Albayzin 2008 LRE, the mandatory condition (for
which an award was presented) limited train and devel-
opment materials to those provided in the evaluation.
This was an attempt to compensate for the lack of data
that may strongly limit the performance attainable by
some participants. However, verifying the fulfillment of
that restriction was very difficult in practice. Besides,
such a hard restriction prevented the use of basic re-
sources such as phonetic decoders. So, this evaluation
does not consider any restriction on the materials used
to train and tune language recognition systems.

Though we strongly recommend to prepare systems
starting from the train and development materials pro-
vided for this evaluation, participants are allowed to use
any available data and subsystems. The materials pro-
vided for this evaluation have been extracted from TV
broadcast recordings (news, documentaries, debates, in-
terviews, reportages, magazines, late night shows, etc.),
featuring various speech modalities (planned speech, for-
mal conversations, spontaneous speech, etc.) and di-
verse environment conditions. Broadcasts have been
digitally recorded using a Roland Edirol R-09 recorder,
audio signals being stored in WAV files (PCM, 16 kHz,
single channel, 16 bits/sample).

The database is distributed in three disjoint subsets:
train, development and evaluation, which means that
any show appearing in one subset will not appear in the
other two, which aims to guarantee speaker indepen-
dence to some degree. All the registered participants
will receive three DVD containing train speech for the
six target languages plus an additional DVD with the
development corpus (similar in size and structure to
the evaluation corpus), which can be used to tune sys-
tem parameters (such as verification thresholds, fusion
weights, etc.). Registration involves the commitment to
use data exclusively for research purposes, distribution
being allowed only with explicit permission. After the
evaluation, registered participants are allowed to use the
data to develop or evaluate their own systems, provided
that they acknowledge that use by means of a suitable
reference:

KALAKA-2. Speech database created for the
Albayzin 2010 Language Recognition Evalu-
ation, organized by the Spanish Network on
Speech Technology. Produced by the Soft-
ware Technologies Working Group (GTTS,
http://gtts.ehu.es), University of the Basque
Country.

5.1 Evaluation dataset

The evaluation dataset will consist of less than 5000 au-
dio segments, with nominal durations of 30, 10 and 3
seconds (their total duration not exceeding 23 hours).
Each segment will contain speech (from one or more
speakers) in one of the 6 target languages or in an un-
known (Out-Of-Set) language. There will be at least 150

speech segments per target language and nominal dura-
tion. Speech segments will be given random names, so
that languages and durations will appear in a random se-
quence. The evaluation dataset will be released via web
(restricted to registered participants) and distributed in
a single DVD at FALA 2010.

5.2 Train and development datasets

The train dataset will consist of more than 10 hours
of clean speech per target language. It is not guaran-
teed that its contents (fragments of variable length) be
all strictly clean speech. Besides some portions of si-
lence, there could also be short fragments containing
noisy and/or overlapped speech. In a separate folder, a
certain amount (around two hours) of noisy/overlapped
speech will be also provided for each target language.
No data will be provided containing unknown (Out-Of-
Set) languages.

As noted above, the development dataset, provided
to help tune system parameters, will be similar in size
and structure to the evaluation dataset. Besides speech
segments, a keyfile and a scoring script will be provided
to evaluate system performance during the development
phase. The scoring script is based on the script used
for the NIST 2007 and 2009 LRE4, with minor changes
needed to define the task and to add the identifiers of
the 6 target languages considered in this evaluation.

5.3 Reusing data from the Albayzin
2008 LRE

The database for this evaluation has been designed as
an extension of KALAKA, the database created ad-hoc
for the Albayzin 2008 LRE [7]. To reduce development
costs, all the materials of KALAKA have been re-used
for KALAKA-2, as follows:

• The train and development datasets of KALAKA
have been used to build the train dataset of
KALAKA-2.

• The evaluation dataset of KALAKA has been used
to build the development dataset of KALAKA-2.

To complete the datasets of KALAKA-2, new TV
broadcasts have been recorded, selected and classified,
specially for the two new target languages (Portuguese
and English) and for the unknown (Out-Of-Set) lan-
guages. In particular, the evaluation dataset will be
completely new and independent of KALAKA.

6 Participation information

After sending train and development materials to parti-
cipants, there will be three months for system develop-
ment. Then, after the release of evaluation data, parti-
cipants will have three weeks to process them and send
back detection results (see Section 6.4 for details).

4http://www.nist.gov/speech/tests/lang/2007/score_lre07.v01b.tgz
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The ranking of systems in all conditions will be de-
termined by taking into account the average cost Cavg,
as defined in Section 4.1. DET curves will be also com-
puted and used for qualitative comparisons among sys-
tems. For those systems whose scores can be interpreted
as log likelihood ratios, the alternative measure CLLR

will be also reported, as defined in Section 4.2.
As noted above, participants may send results for as

many systems as they want, but only 4 primary systems,
one per test condition (OC, ON, CC and CN), the re-
maining systems being contrastive. Only primary sys-
tems will be taken into account to determine rankings.
All the participants must send results for a primary sys-
tem in the CC condition, which is mandatory. An award
will be presented for the best system (i.e. that yielding
the least Cavg) in the CC condition on the subset of 30-
second segments. The organizing team (Software Tech-
nology Working Group of the University of the Basque
Country5) is not eligible for the award.

6.1 Data format

6.1.1 Evaluation data

The evaluation dataset will be released through a re-
stricted web, and distributed (at the Evaluation Work-
shop) in a single DVD containing a folder called VL10-
Eval with two elements:

• seg.ndx - a text file containing the list of segments
to be used in all the tests.

• data - a directory containing the speech segments,
in WAV format (PCM, 16 kHz, single channel, 16
bits/sample), their names being random alphanu-
meric strings followed by the .wav extension.

6.1.2 System output format

Detection results for any given condition must be sent
in a format similar to that used for NIST evaluations:
a text file with a trial per line, each trial consisting of 6
blank-separated fields. These fields are defined for this
evaluation as follows:

1. A code indicating the type of speech for which the
system is designed: VL10-Eval-L (clean speech)
or VL10-Eval-R (noisy speech).

2. A code indicating the target language: castellano
(Spanish), catala (Catalan), euskera (Basque),
galego (Galician), portugues (Portuguese) or en-
glish.

3. The type of verification tests for which the system
is designed: closed_set or open_set.

4. The test segment file name (without the .wav ex-
tension).

5. The decision: T (true) or F (false).

6. The score, interpreted so that the more positive the
score the greater the confidence that the test seg-
ment contains the target language.

5 http://gtts.ehu.es

6.2 Submissions

6.2.1 Submission procedure

Detection results in the format described above, along
with a file describing the system or systems, will be sent
as attached files by e-mail to the following address:

luisjavier.rodriguez@ehu.es

Participants will specify, for each submitted system,
whether or not the scores may be interpreted as log like-
lihood ratios. Filenames will be built according to the
following pattern:

<GroupID>_<ConditionID>_<SystemID>.out

where GroupID is the name or acronym of the research
group, ConditionID is one of the values OC, ON, CC
or CN, and SystemID is a code identifying the system
as primary (pri) or contrastive (alt1, alt2, etc.). For in-
stance, if GTTS sends detection results for two systems,
one primary and one contrastive, in the CC condition,
their filenames would be:

GTTS_CC_pri.out
GTTS_CC_alt1.out

6.2.2 System description

Research groups must provide a description of each sub-
mitted system. If multiple systems are submitted for a
particular test condition, the description must explic-
itly designate one of them as the primary system, the
remaining being contrastive systems. The system de-
scription should give the readers a good sense of what
the system is about, keeping in mind the following guide-
lines:

• Write for your audience. Remember that the reader
is not you but other system developers who may not
be familiar with your technique/algorithm. Clearly
explain your method so they can understand what
you did.

• A superficial description would leave other system
developers clueless of what you did. Be as com-
plete as possible, but not to the extent of including
pseudo-code. Include all the relevant information,
in such a way that other groups can build the sys-
tem on their own.

• Include references to techniques, algorithms, sub-
systems, etc. used by your systems but not de-
scribed in detail in the document.

• Avoid jargon and abbreviation without any prior
context.

To keep formal homogeneity, it is strongly rec-
ommended to edit system descriptions by means of
the FALA 2010 paper submission templates (either
WORD or LaTeX), available at the following site:
http://fala2010.uvigo.es. The system description
should, at least, include the following sections:
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1. Introduction

2. System A (name of the submitted system)

(a) System description
Clearly describe the methods and algorithms
used in system A.

(b) Train and development data
Describe all the data and/or systems directly
or indirectly used in developing system A, in-
cluding the source, acquisition conditions, size,
publishing year and any other pertinent infor-
mation.

(c) Processing speed
Compute the speed of language recognition,
in terms of the Real-Time factor (×RT), de-
fined as the total amount of CPU time re-
quired to do the processing divided by the to-
tal amount of processed speech. Include the
specs for the CPU and the memory used. Note
that the CPU time required to perform lan-
guage recognition includes acoustic modeling,
decision processing and I/O and is measured
in terms of elapsed time on a single CPU,
start to finish. Systems that are not com-
pletely pipelined are not penalized, however,
and time intervening between separate pro-
cesses need not be included in tallying elapsed
time. Also excluded is time spent in system
initialization (e.g. when loading models into
memory) and in echo cancellation (to allow
the use of general purpose echo cancellation
software not optimized for speed).

3. System B (name of another submitted system)
This section is similar to section 2 but for another
system. If system B is a contrastive system, note
the differences from the primary system. A new
section should be added for each submitted system.

4. References
List of papers relevant to the techniques, algorithms,
data, etc. used by the submitted systems.

6.3 Rules of participation

We summarize here the basic rules and restrictions that
must be observed by all participants:

• Each participant must register for the evalua-
tion before July 15th 2010. Groups may regis-
ter through an online form available at the FALA
2010 website: http://fala2010.uvigo.es. Start-
ing from June 22nd 2010, and once the registration
data are validated, train and development datasets
will be sent to the registered participants. A wiki
will be activated, featuring public and restricted
pages (the latter for registered participants), aim-
ing to improve communication and collaboration
between the organizing team and research groups

participating in the evaluation. Groups can con-
tact directly the organizing team via e-mail to
luisjavier.rodriguez@ehu.es.

• Registered groups commit themselves to use the
provided data only for research purposes, distribu-
tion being allowed only with explicit permission of
the Albayzin 2010 LRE organizing team. Regis-
tered participants are allowed to use the data to de-
velop or evaluate their own systems, provided that
they acknowledge that use by means of the follow-
ing reference:

KALAKA-2. Speech database cre-
ated for the Albayzin 2010 Language
Recognition Evaluation, organized by
the Spanish Network on Speech Tech-
nology. Produced by the Software
Technologies Working Group (GTTS,
http://gtts.ehu.es), University of the
Basque Country.

Alternatively, groups can include a reference to the
paper describing KALAKA, the database created
for the Albayzin 2008 LRE (see [7]).

• Once the evaluation dataset is released to partic-
ipating sites, detection results must be sent back
to the organizing team by the established deadline:
October 17th, 2010, 24:00 GMT+1, according to
the data format and submission procedure speci-
fied in Sections 6.1 and 6.2.

• For each trial, the information available to the sys-
tem is limited to that specified in Section 2. In
particular:

– Each trial must be processed on an inde-
pendent way, without any information about
other trials, that is, other segments or other
target languages.

– Listening to the evaluation data, or any other
experimental interaction with the data, is not
allowed before all test results have been sub-
mitted.

• For each test condition for which system results are
submitted (in the format specified in Section 6.1),
results must include all the trials (that is, all the
target languages and all the test segments).

• Participants may submit results for different (con-
trastive) systems. However, for each test condition
for which results are submitted, there must be one
(and only one) primary system.

• Each submission must include a group identifier, a
test condition identifier (OC, ON, CC, CN) and a
file of results for each system. It must be also spec-
ified whether or not the scores may be interpreted
as log likelihood ratios.
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• A group participating in the evaluation will be el-
igible for the Albayzin 2010 LR Evaluation Award
only if at least one of its members is student. The
research group organizing this evaluation is not el-
igible for the award.

• The Albayzin 2010 LR Evaluation Award will be
given to the group that, provided that fulfills the
previous condition, presents the primary system
yielding the least Cavg in the CC condition on the
subset of 30-second segments.

• Research groups must provide a description of
the submitted systems, according to the guidelines
given in Section 6.2. To keep formal homogeneity,
it is strongly recommended to edit system descrip-
tions by means of the FALA 2010 paper submission
templates available at http://fala2010.uvigo.es.

• Each participating site is required to send one or
more representatives to the evaluation workshop,
to be held in Vigo (Spain) as part of FALA 2010
(November 10-12, 2010). Representatives will be
expected to give a presentation on their systems
and to participate in discussions of the current state
of the technology and future plans. The workshop
will be open to participants in the Albayzin 2010
LRE and to researchers registered to FALA 2010.

• This plan might be modified due to new restrictions
or unplanned needs, to detected errors or inaccura-
cies. Updated versions of this plan, if any, will be
announced through the FALA 2010 website and e-
mailed to the registered participants.

6.4 Schedule

• May 18, 2010

– The evaluation plan is released through the
website of FALA 2010.

– Registration for Albayzin 2010 LRE opens.

– An online registration form is made available
through the website of FALA 2010.

• June 22, 2010.

– Train and development datasets are sent to
registered sites via courier.

– A wiki is activated to improve communication
and collaboration between the registered par-
ticipants and the organizing team.

• July 15, 2010.

– Registration for Albayzin 2010 LRE closes.

• September 27, 2010.

– The evaluation dataset is released via web (re-
stricted to registered participants).

– System submission (via e-mail) opens.

• October 17, 2010.

– System submission deadline (24:00, GMT+1).

• October 25, 2010.

– Preliminary results in all conditions and the
keyfile for the evaluation dataset are released
to participants through the wiki.

• November 2, 2010.

– Deadline for submitting final system descrip-
tions (including analysis of results).

• November 10-12, 2010 (FALA 2010, Vigo, Spain).

– Albayzin 2010 LRE Workshop: delivery of a
DVD including documentation and evaluation
data to registered participants, poster presen-
tations and discussion.

– Plenary session: summary of results and
awards.
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